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Abstract As the amount of data generated continues to increase, consideration of indi-

viduals’ privacy is a growing concern. As a result, there has been a vast quantity of

research done on methods of statistical disclosure control. Some of these methods propose

to release a randomized version of the data rather than the actual data. While methods of

this type certainly offer some layer of protection, there is still the potential for private

information to be disclosed. Quantifying the level of privacy provided by these methods is

often difficult. In the past, a method for assessing privacy using the receiver operating

characteristic (ROC) curve based on ideas related to differential privacy was proposed.

However, the method was only demonstrated for univariate randomized releases. Here, the

ROC-based privacy measure is extended to the release of randomized vectors.

Keywords Privacy � ROC curve � Statistical disclosure limitation

1 Introduction

Research in the twenty-first century is driven by data. As such, there is an ever increasing

demand from a vast array of research fields for more and greater access to data. Often,

however, interesting data may be unobtainable to a researcher due to privacy laws or

policies. For example, medical and educational data are legally protected by the Health

Insurance Portability and Accountability Act (HIPAA) and the Family Educational Rights

and Privacy Act (FERPA), respectively. The underlying principle of both of these laws is

that individuals’ have the right to choose what personal information is disseminated about

themselves and to whom. HIPAA protects all data that is ‘personally identifiable’, how-

ever, this concept as prescribed by HIPAA may not be enough to maintain privacy of
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individuals. A famous example of this occurred when the Massachusetts Group Insurance

Commission (GIC) released medical records for research purposes after stripping them of

the personal identifiers in accordance with HIPAA. They did not, however, remove data

such as birthdate, gender, and zip code which, according to Sweeney (2000), 87 % of

individuals in the 1990 United State Census could be uniquely identified by only these

three attributes. As a result, Sweeney (2002) showed that by purchasing publicly available

voting records the released data could be de-identified by using the voting records to link to

individuals in the data including, for example, former Massachusetts governor William

Weld’s medical record.

More must be done to prevent disclosures from taking place, as it is clear that simply

removing obvious identifiers from the data does not provide adequate privacy protections

for individuals. There are many proposed methods of statistical disclosure control (SDC),

all of which, to varying degrees, offer some added level of privacy. Some simple methods

include limitation of detail (Moore 1996), top/bottom coding, rounding (Cox 1984, 1987;

Cox et al. 1987), sampling, and suppression for tabular data (Cox 1980, 1984; Mugge

1983; Cox et al. 1987). Other suggestions include matrix masking (Cox 1980, 1994),

addition of noise (Fuller 1993), and the Post Randomization Method (PRAM) (Gou-

weleeuw et al. 1998) as well as data swapping (Dalenius and Reiss 1982; Fienberg and

McIntyre 2005) and data shuffling (Sarathy and Muralidhar 2002). Rubin (1993) proposes

synthetic data, which views sensitive values as missing and replaces them using multiple

imputation techniques (Rubin 1987; Little and Rubin 1987; Schafer and Graham 2002;

Harel and Zhou 2007). Synthetic data can be both fully synthetic (Raghunathan et al. 2003;

Rubin 1993; Reiter 2002, 2004a, b, 2005a; Matthews et al. 2010b) or partially synthetic

(Kennickell 1997; Abowd and Woodcock 2001; Liu and Little 2002; Reiter 2003, 2005b).

Software for SDC includes the scrub system (Sweeney 1996), datafly (Sweeney 1997),

Argus (De Waal et al. 1995; Hundepool et al. 2005), SUDA2 (Special Unique Detection

Algorithm) (Manning et al. 2008), and Micro-agglomeration, Substitution, Subsampling,

and Calibration (MASSC) (Singh et al. 2003). Full reviews of the disclosure control

methods can be found in Matthews and Harel (2011), Duncan and Pearson (1991) and

Adam and Worthmann (1989).

All these methods, as mentioned before, offer varying degrees of protection. However,

many of the previously mentioned articles examine the resulting utility properties of the

protected data, while few, if any, formal guarantees are made to the degree to which they

ensure privacy. This is likely due to the complicated nature of assessing privacy. To begin

with, there are many different types of disclosures (Duncan and Lambert 1989) that can

take place leading to a lack of privacy. These include identity, attribute, and inferential

disclosures. An identity disclosure occurs when an individual record in a database can be

positively identified to belong to an individual whereas an attribute disclosure occurs when

a private attribute about an individual is learned by a data snooper. In the Sweeney (2002)

example, first an identity disclosure occurs, which in turn leads to an attribute disclosure.

While identity disclosures often lead to attribute disclosure, which makes the prevention of

identity disclosures a top priority, attribute disclosure can occur even without an identity

disclosure taking place. Many of the proposed measures of privacy are based on assessing

the likelihood of identifying an individual in the data, however, these measures cannot be

applied when the proposed method of SDC makes it virtually impossible to link to anyone

in the data as is the case in the release of summary statistics or, in some cases, synthetic

data. While these methods make it virtually impossible to identify an individual in the

database, there is still a risk of an individuals’ information being disclosed.
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A simple example of this (taken from a real experience during graduate school)

occurred in a class with three students. After each exam, the professor would release the

mean test score. Once the tests are handed back, each student now knows their own test

score and the mean test score, which they can use to derive the sum of the other two

students’ scores. In some scenarios, this will allow the individual student to be able to

accurately infer the other two students scores (e.g. the other students both score 0 or both

score 100). Further, if any two students in the class get together and disclose their grades to

each other, they know exactly the score of the third classmate, who may wished to have his

score remain private. No identity disclosure has taken place here as there is no database

available to identity an individual in, however, the two colluding students have learned a

private attribute of the third student. The main cause of these potential disclosures is

auxiliary data that a malicious data user may (or may not) have. One way the professor

may try to ensure privacy is to add noise to the released mean. While this would prevent

two colluding students from learning the exact score of their third classmate, they may still

be able to learn a very accurate estimate of the third student’s score.

It is important to note that the type of privacy we are discussing here must be differ-

entiated from hacking. Protecting against hackers involves denying unauthorized access to

sensitive data; protecting against statistical disclosure involves limiting what sensitive

information can be learned from authorized access to the data.

This manuscript continues with a brief description of differential privacy, a description

of using the ROC curve to measure privacy, followed by an extension of the ROC privacy

measure to vectors. This is followed by a section containing examples of the assessment of

privacy in univariate, bivariate and multivariate settings. The paper concludes with a

summary and a brief discussion of potential future work.

2 Differential privacy

Dwork (2006) suggested to move away from absolute guarantees of privacy, to relative

guarantees instead. This suggestion led to the proposal of differential privacy. The idea of

differential privacy is that no matter what auxiliary data an intruder has and no matter what

observation is removed from or added to the database, the amount of information gained by

a data snooper when the data is released is bounded. This means that the likelihood of a

disclosure is very nearly the same whether an individual decides to participate in a data-

base or not. This is a very strong form of privacy and in many cases cannot be achieved. As

a result, many relaxations have been proposed (Nissim et al. 2007; Machanavajjhala et al.

2008). At the heart of this method, is the comparison of two distributions: one generated by

the data and another generated by a neighboring dataset. If these two distributions are very

similar, then the data is well protected, however, if these distributions are much different

then little protection is offered. The strength in differential privacy comes from the concept

that the probability of a given output does not change very much regardless of whether or

not an individual participates in the database.

Consider a database D and a query to the database f : D! R: Rather than releasing the

true value of the query, f(D), a randomized version will instead be released, jf(D), thus

adding uncertainty about the true value of the query.

Differential privacy states that a randomized function j gives �-differential privacy if

for all data sets D and D0 differing on at most one element, and all S � RangeðjÞ;
Pr½jðDÞ 2 S� � e�Pr½jðD0Þ 2 S�:
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The idea behind differential privacy (and its relaxed forms) is that the distribution of the

released query, f, will not change very much regardless of whether f is based on D or D0.
This means that the actual released values should not change substantially whether based

on the original database D or a neighboring database D0.

2.1 Differential privacy example

Dwork (2006) offers a simple example of differential privacy where Laplace noise with

parameter r is added to query f(D). If f ðDÞ ¼ �X; the sample mean, the released value of the

query will be �X plus the addition of Laplace noise. Therefore, the released value will

simply be a draw from a Laplace distribution with scale parameter r centered at �X:
Likewise, this same query, based on a neighboring data set, D0, will result in a released

value of f ðD0Þ ¼ �X0 plus the addition of Laplace noise with the same parameter, and the

distribution of the released value will be the same as before, but with a potentially different

central location. To ensure privacy, it is desired that these two Laplace distributions are

very similar to one another. To calculate the differential privacy, the ratio of the two

distributions is calculated and, if possible, a bound is set for this ratio. In the case of

Laplace noise, it is demonstrated in Dwork (2006, Theorem 4) that this release scenario

will achieve Df
r -differential privacy where Df is defined as maxD;D0 jf ðDÞ � f ðD0Þj:

3 ROC privacy

Consider, again, the same set-up as above. There is a database D and a query to the

database f : D! R and define Df ¼ maxD;D0 jf ðDÞ � f ðD0Þj: Rather than releasing the true

value of the query, f(D), a randomized version will instead be released, jf(D), thus adding

uncertainty about the true value of the query. However, now, privacy will be assessed using

a hypothesis testing framework and an associated ROC curve as proposed in Matthews

et al. (2010a).

In classical statistical testing, researchers are interested in using the data to make

inference about a population, P. Here, however, data snoopers are not interested in the

population, rather, they are interested in this specific realization of data from the popu-

lation, namely the database itself, D. In this way, one can view the randomized released

values as data, which can be used to make inference about the database D. In a sense, D is a

population, and a data snooper is trying to learn about its fixed unknown parameters.

Therefore, we can frame the problem as a hypothesis test: H0 : jf ðDÞ¼d jf ðD0Þ vs H1 :

jf ðDÞ 6¼
d

jf ðD0Þ: Here jf(D) is the randomized version of the query f based on the database

D; jf ðD0Þ: is the same, except it is based on D0: If the release scenario is based on a

parametric distribution, rather than condition on the whole data, D or D0; we may only need

to consider summaries of these, which we will denote hD and hD0 : (assume for now these

are both univariate). In this way we can write, jf(hD) and jf ðhD0 Þ and restate the hypothesis

test as H0 : hD ¼ hD0 vs H1 : hD 6¼ hD0 : This hypothesis test can then be performed using a

likelihood ratio test and the likelihood can be written as

LðhD; hD0 jjf ðDÞ; jf ðD0ÞÞ:

This yields a test statistic
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K ¼ H0

sup

LðhD; hD0 jjf ðDÞ; jf ðD0ÞÞ

ðH0 [ H1Þ
sup

LðhD; hD0 jjf ðDÞ; jf ðD0ÞÞ
:

Now, assuming that large values of K give evidence against the null hypothesis and for

a given level of a test, a, an appropriate cut-off for rejection can be defined as cðaÞ ¼
S�1

K0 ðaÞ where S is the survival function of K under the null hypothesis. For values of

K [ cðaÞ; the null hypothesis will be rejected, otherwise, the null hypothesis will not be

rejected. The probability of rejecting the null hypothesis for a given level of a can then be

calculated as SK1ðcðaÞÞ ¼ SK1ðS�1
K0 ðaÞÞ: This can be thought of as the power of this test for

a given level a. Power is usually defined as a function of the true value of the parameters

being tested. Here, however, the truth is known and is based on the true values of the query

f evaluated using the databases D and D0: So we only need to evaluate power at one

location. The probability of rejecting the null hypothesis will thus only be a function of a.

Using this, the ROC(a) can be defined as SK1ðS�1
K0 ðaÞÞ: We can then express the area under

the ROC curve (AUC) as AUC ¼
R 1

0
ROCðaÞda: The AUC is our measure of risk and

1-AUC is our measure of privacy.

In most situations we desire an ROC curve to be pulled toward the upper left corner of

the plot, which would yield larger values of AUC. Here, however, in a privacy setting, we

seek to add enough noise to the query of interest to produce an ROC curve that is very

close to the 45� line extending from the lower left corner to the upper right corner of the

graph, which would generate an AUC close to 0.5. The practical interpretation of the AUC

here is the probability of being able to distinguish between a value of the test statistic

generated under the null hypothesis and a value of the test statistics generated under the

alternative.

Under the null hypothesis, no matter what observation is removed from or added to the

database, the value of the query of interest f would be unchanged; this is the ideal situation.

Under the alternative distribution, we see how the value of the query is actually changed

and measure how close the distribution of the test statistics under the alternative (reality) is

to the distribution of the test statistics under the null (the ideal). The measure of how close

these two distributions are is displayed in the ROC curve and summarized by the AUC.

In this setting, one can make two decisions regarding the hypothesis of interest.

Someone can decide that the two released distributions based on D and D0; respectively,

are actually different (a rejection of the null), which could potentially create a situation

with reduced privacy. The other possible decision to make is that there is not enough

evidence to decide that the distributions are different, and that a random draw from the

distribution based on D will look very similar to a random draw from a distribution based

on D0: Type I error is the probability of falsely rejecting a null hypothesis and, here, that

amounts to randomly drawing two values from the same release distribution, but con-

cluding that they were actually generated by different distributions. Type II error in this

setting is the probability of concluding that two random draws were generated from the

same distribution, when in fact, they were generated by different distributions. We seek to

make the probability of a type II error as large as possible while also trying to sacrifice

little in the way of accuracy of the released statistic. In this way, even when there truly is a

difference in the two different release distributions, enough noise has been added to the

release that there is not enough evidence to conclude that the two released values were

generated from different distributions.
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3.1 Defining Df

In Dwork (2006), Df is defined as maxD;D0 jf ðDÞ � f ðD0Þj where D is any database and D0 is

a neighboring database that differs from the database D by at most one element. Thus D0 is

exactly the same as the database D except that one element of D is changed to another

possible value of that element. This new value could be any possible value in the domain of

the variable and does not necessarily have to actually occur in the database. Further, by

defining Df in this way, differential privacy protects not only the actual observed values,

but also any other potentially future observed values. This makes differential privacy a

very strong form of privacy, and it also makes the measure of privacy database inde-

pendent. Therefore, differential privacy is only a function of the query f and the noise

added.

However, one could define Df slightly differently as we have chosen to do in our

examples. Instead of D0 being the same as D with one element changed to any other

possible element, we prefer to define D0 as D with one element removed. This has the

effect of making our measure of privacy still dependent on a specific query and amount of

noise added, but now the privacy measure is also database dependent. There are certainly

many ways to define Df such that it is database dependent that may be more or less

beneficial in terms of measuring privacy, and this may be an area to explore in the future.

In the end, however Df is defined, the measure of privacy proposed here can still be

applied. When Df is defined as in Dwork (2006), Df will tend to be larger as all possible

values of data are considered whereas our definition will tend lessen the value of Df as we

are only considering the realizations that we observe in our particular database D.

3.2 Extension to vectors

Matthews et al. (2010a) presented several examples of assessing privacy, however, all of

them were based on univariate statistics. In a more realistic setting, a data releasing

organization would like to release several summary statistics at once and compute an

overall level of privacy for the combination of released statistics. This can be accomplished

by computing test statistics values for each of the elements in the released vectors and

combining the individual tests together as described in McIntosh and Pepe (2002). In that

paper, the authors are combining multiple screening tests based on biomarkers to test for

diseases with the intention of classifying someone as being either diseased or non-disease

based on multiple screening tests. In our setting here, one of assessing privacy, the indi-

vidual screening tests can be thought of as a test based on each element of the released

vector, and, rather than diseased or non-diseased, we are trying to classify each test

statistics as being generated by the distribution under the null or the alternative hypothesis.

Each individual test statistic gives us some information about which decision to make

between the two possible hypotheses, and when these individual tests are combined, we are

able to make the correct decision with a probability that is no smaller than before we

combined the tests. One main difference between the biomarkers example and our privacy

example, is that in the biomarkers case, medical professionals seek tests that will allow for

high probabilities of correct classification into the two classes of diseased versus non-

diseased. In our case, we hope to add sufficient amounts of noise that an individual would

be unable to correctly identify which hypothesis the released data was generated under

even after combining tests across all of the individual released elements.
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Again, consider a database D and a query f to that database. Rather than releasing the true

value of the query, noise is added and the released value is a draw from the random variable

jf(D). For the hypothesis test of H0 : jf ðDÞ¼d jf ðD0Þ vs H1 : jf ðDÞ 6¼
d

jf ðD0Þ; which, in

parametric distributions, is equivalent to H0 : hD ¼ hD0 vs H1 : hD 6¼ hD0 : The alternative

here means that if any element of the first vector, hD can be determined to be different than the

corresponding element in the second vector hD0 : then the null hypothesis must be rejected in

favor of the alternative. In the multivariate setting, we therefore test each pair of elements

from the two vectors individually and combine their results to form a single ROC curve. This

gives us H0 : hD1 ¼ hD10 vs H1 : hD1 6¼ hD10 and H0 : hD2 ¼ hD20 vs H1 : hD2 6¼ hD20 and so

on for all pair of elements in the vectors hD and hD0 : Each of these tests generates their own

individual test statistics Ki; i ¼ 1. . .T where T is the length of the vector hD.

The question needed to be answered here is, for each set of test statistics,

ðK1;K2;K3; . . .KTÞ, how easy is it to decide whether or not they were generated by the null

or alternative distribution. Rather than looking at one test statistic individually, as before,

we want to look at some combination of the all of them. This can be done in an optimal

way by using the likelihood ratio of the joint distribution of the test statistics under the

alternative and the null hypotheses respectively. Define

K ¼ PrðK1;K2;K3; . . .;KT jH1Þ
PrðK1;K2;K3; . . .;KT jH0Þ

where PrðK1;K2;K3; . . .KT jHiÞ is the joint distribution of all individual test statistics

conditional on the alternative and null hypotheses in the numerator and denominator,

respectively. We then reject the null when K[ S�1
K0 ðaÞ: This yields ROCðaÞ ¼

SK1ðS�1
K0 ðaÞÞ:

Of course, in order to calculate the ROC curve in the multivariate setting, it appears that

this relies on knowing the joint distribution of all of the test statistics which could

potentially be very complicated. However, McIntosh and Pepe (2002) demonstrated that

one could use the risk score to accomplish the same goal. They suggest approximating the

risk score using binomial regression techniques such as logistic regression. This can be

used to calculate the ROC by randomly sampling from the distribution of the individual

test statistics for all tests i ¼ 1; . . .; T under the restrictions of the null hypothesis and then

under the alternative hypothesis.

Logistic regression can then be performed with an indicator variable indicating which

distribution, null or alternative, each set of test statistics were drawn from and the

covariates of this model are the test statistics themselves. The results of the logistic

regression can then be used to create an ROC curve, which can then be used to estimate

AUC. In this article, we present examples where the joint distribution is known, but it is

useful to note that it need not be explicitly defined as the AUC can be estimated using the

aforementioned procedure as long as you know the distributions of the individual test

statistics, which are often much easier to find that a complex joint multivariate distribution.

4 Examples

4.1 Univariate examples

Consider a database D which has n observations and p variables. The query of interest

f here could be the sample mean of the first variable, �X: Rather than release the true
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value of �X; noise g is added from, for example, a normal random variable with mean 0 and

variance r2. Here jf ðDÞ ¼ �X þ g ¼ �Xg; hD ¼ �X and hD0 ¼ �X0: We wish to test H0 :

jf ðDÞ¼
d
jf ðD0Þ vs H1 : jf ðDÞ 6¼

d

jf ðD0Þ which is equivalent to H0 : hD ¼ hD0 vs H1 : hD 6¼
hD0 : This hypothesis test can be performed using a likelihood ratio test, and the resulting test

statistics is K ¼ ð
�Xg� �X0gÞ

2

2r2 where we would reject for large values of K: Under the null

hypothesis, the distribution of K is a central v2 distribution with 1 degree of freedom, whereas,

the distribution of K under the alternative hypothesis is a non-central v2 distribution with one

degree of freedom and non-centrality parameter k ¼ ð �X� �X0Þ2
2r2 : The ROC curve can then be

written as ROCðaÞ ¼ SK1ðS�1
K0 ðaÞÞ where S is the survival function of the indicated random

variable and K0 and K1 represent the test statistic under the null and alternative hypothesis,

respectively. The AUC can then be calculated as AUC ¼
R 1

0
SK1ðS�1

K0 ðaÞÞda:

4.2 Bivariate example

Consider a database D which has n observations and p variables. The query of interest f

here could be the sample mean of the first two variables, �X1 and �X2: Rather than release the

true value of the mean vector, noise g is added independently to each element of the mean

vectors from, for example, a normal random variable with mean 0 and variance r2, as

before. Here jf ðDÞ ¼ ½ �X1 þ g1; �X2 þ g2� ¼ Xg; hD ¼ ½ �X1; �X2� and hD0 ¼ ½ �X01; �X02�: We wish

to test H0 : jf ðDÞ¼d jf ðD0Þ vs H1 : jf ðDÞ 6¼
d

jf ðD0Þ which is equivalent to H0 : �X1 ¼ �X01 and
�X2 ¼ �X02 vs H1 : �X1 6¼ �X01 or �X2 6¼ �X02 in this situation. One could test H0 : �Xi ¼ �X0i vs H0 :
�Xi 6¼ �X0i using the test statistics Ki for i = 1,2 individually as described in the previous

section. In order to test these together, one needs to calculate a test statistic based on the

joint distribution of K1 and K2:

K ¼ PrðK1;K2jH1Þ
PrðK1;K2jH0Þ

Since noise is added to each element of the release vector, �X1 and �X2; the individual test

statistics K1 and K2 will also be independent here. Therefore we can write the joint test

statistic as

K ¼ PrðK1jH1ÞPrðK2jH1Þ
PrðK1jH0ÞPrðK2jH0Þ

:

Furthermore, all of these univariate distributions are known. In the numerator, condi-

tional on H1, each test statistics are non-central v2-distribution with 1 degree of freedom

and non-centrality parameter
ð �Xi� �X0iÞ

2

2r2
i

for i = 1,2. The univariate distribution of the test

statistics in the denominator are both v2-distributions with 1 degree of freedom. This

allows us to generate values of the joint test statistic, K; under the alternative hypothesis,

while draws from the joint test statistic under the null hypothesis can be generated by

conditioning on the null hypothesis in the numerator. Let the probability distribution

functions of this test statistic be fK0ðxÞ and fK1ðxÞ under the null and alternative hypotheses,

respectively. Using these distributions one can define the cumulative density function

under the null hypothesis as FK0ðxÞ ¼
R x
�1 fK0ðtÞdt and the survival function as

SK0ðxÞ ¼ 1� FK0ðxÞ. The functions F and S can be defined similarly under the alternative
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hypothesis using the function fK1ðxÞ: One can then use these two survival functions to

create an ROC curve as ROCðaÞ ¼ SK1ðS�1
K0 ðaÞÞ and AUC ¼

R 1

0
ROCðaÞda:

Table 1 gives AUC (risk) values based on different selected values of Df for element one

and two of the released vector when the noise added to each element comes from a normal

distribution with mean 0 and variance 1. From this table, one can see that when the values of

Df are both 0, the distribution of the test statistics is the same under both the null and

alternative distributions. Therefore, when trying to classify the test statistics as having been

generated by the null or alternative distributions, the best one can do is to randomly assign

test statistics to the null or alternative. This makes the AUC exactly equal to 0.5. When both

values of Df move from 0 to 0.1 there is very little change in the ROC curves and the value of

AUC stays very close to 0.5 at 0.5012. Also, notice in the upper right of the table that when

one value of Df is held at 2, there is very little change in the combined ROC curve as the

other value of Df slowly increases. With Df1 held at 2 the AUC only increases from 0.7323

to 0.7345 when Df2 moves from 0 to 0.5. This happens because most of the risk involved in

the release of this information is coming from the first variable with a larger value of Df :
There is not much added risk involved in releasing the next piece of information and so the

measure of risk appropriately does not increase by very much. When the value of Df2 finally

jumps to 2 there is a relatively large increase in the risk with the AUC jumping to 0.8156 as

now both pieces of information individually pose a risk with AUC equal to 0.7323 indi-

vidually in both cases, and combined their risk is even greater at 0.8165.

5 Multivariate example

Consider a data set containing age (continuous), gender (0,1), height (continuous), weight

(continuous), race (0,1) and CD4, CD8 counts (both continuous). The data is simulated

from a multivariate normal distribution with mean

l ¼ ð50; 0:5; 66; 200; 0:5; 800; 550Þ

and variance matrix

R ¼

100 0 0 50 0 50 25

0 1 2 0 0 0 0

0 2 6:25 10 0 0 0

50 0 10 900 0 100 75

0 0 0 0 1 0 0

50 0 0 100 0 62; 500 25; 000

25 0 0 75 0 25; 000 22; 500

0

B
B
B
B
B
B
B
B
@

1

C
C
C
C
C
C
C
C
A

:

Table 1 Bivariate values of AUC risk for different values of Df when the noise added to each variable is
normal(0,1)

Df1 ¼ 0 Df1 ¼ 0:1 Df1 ¼ 0:25 Df1 ¼ 0:5 Df1 ¼ 2

Df2 ¼ 0 0.5 0.5008 0.5048 0.5194 0.7323

Df2 ¼ 0:1 0.5008 0.5012 0.5051 0.5196 0.7326

Df2 ¼ 0:25 0.5048 0.5051 0.5081 0.5208 0.7328

Df2 ¼ 0:5 0.5194 0.5196 0.5208 0.5306 0.7345

Df2 ¼ 2 0.7323 0.7326 0.7328 0.7345 0.8156
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Continuous variables for gender and race are rounded to 1 if greater than 0.5 and 0 if

less than 0.5, and 1,000 observations were simulated from this distribution in this manner.

Table 2 examines how Df changes for different values of n. The first row of this table

looks at the values of Df for the sample mean for this simulated data set when the first 100

observations are considered in the calculation of �X: The next two rows demonstrate how Df
changes for n = 500 and n = 1,000. Here, one can see that as n increases, Df decreases,

but this is not always the case. (If by increasing n, a large outlier is added to the data, this

will increase the value of Df ; if f is the mean, for example.)

When normal noise is added to the statistics that one wishes to release to the public, the

larger the value of Df the larger the amount of noise, r2, that must be added to maintain the

same level of privacy. Ultimately, in this case, it is the value of k ¼ ðDf Þ2
2r2 ; the non-

centrality parameter of the v2 distribution, that will control the AUC and level of privacy.

Therefore, for a given value of Df , r2 can always be chosen to achieve any level of k
desired. Table 3 shows how the value of AUC changes for several small values of k. For

small values of k the values of AUC are very small near the ideal of 0.5. For instance, when

k = 0.05 the AUC is 0.5098 and when k = 0.1 the AUC is 0.5168. When the value of k
climbs to 2, the values of AUC is 0.7315.

Now that it is known the value of AUC for each value of k, one can choose noise in

such a way to achieve the desired value of k. Suppose 0.5168 is an acceptable level of

privacy for each individual variable. This corresponds to a value of k = 0.1 as indicated in

Table 3. The vector of added noise to achieve this will be

r2 ¼ ð0:3958; 0:00403; 0:0197; 3:6086; 0:00297; 0:8496; 0:3550Þ

where each element is the amount of variance in each respective normal random variable

that must be added to the true values to achieve the desired risk per variable. From Table 4,

one can see that as the number of elements of the released factor increases, the AUC

increases. This is a reflection of the idea that as more information is released, the risk

(AUC) should also increase. Releasing the first variable by itself yields an AUC of 0.5168,

which increase to 0.5361 when n = 4 and finally AUC is 0.5494 when all seven elements

of the mean vector are released together.

Of course, not all of these variables need to be protected in the same way. The first five

variables (age, gender, height, weight, race) are presumably not as important to protect as

CD4 and CD8 counts. Learning someone’s age or height does not pose the same risk as

learning someone’s private medical information. Therefore, rather than adding the same

amount of noise to each released element, more noise should be added to the means of CD4

and CD8 counts than to the other five variables to increase the uncertainty surrounding

them.

Let’s say for example we are willing to let the values of k for the first five variables be

0.25, corresponding to an individual AUC risk of 0.5395, but we require that the values of

lambda for the variables related to CD4 and CD8 counts must achieve higher level of

Table 2 Df for the mean of different variables

Dfage Dfgender Dfheight Dfweight Dfrace DfCD4 DfCD8

n = 100 0.3152 0.0053 0.0701 1.0094 0.0054 6.9127 5.3308

n = 500 0.0636 0.0011 0.0143 0.2157 0.0010 1.7634 1.0737

n = 1,000 0.0339 0.0005 0.0081 0.1073 0.0005 0.8828 0.5323
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privacy such as k = 0.05 corresponding to an AUC risk of 0.5098. When all seven of these

variables are released together the privacy is AUC risk equal to 0.5973. With less noise

added to each of the first five variables there is a decreased level of privacy for all of these

variables, but less noise means more accurate query results. We are sacrificing privacy of

less sensitive data in favor of a gain in utility.

5.1 Other queries

Rather than releasing the mean vector, one could also consider releasing a vector of

medians, percentiles, winsorized means, trimmed means, variance estimates, or any

combination of statistics. Here, let us consider a vector containing either the median or the

winsorized mean, of the seven variables to be released. Both of these statistics are more

robust than the mean, often resulting in smaller values of Df : As a result, less noise needs

to be added to the released vector to achieve the same level of privacy.

Table 5 shows how the values of Df change as the query of interest changes. When the

query of interest is the sample mean larger values of Df are observed than for the 20 %

winsorized mean. (The 20 % winsorized mean replaces each of the smallest 20 % of values

with the sample 20th percentile, while replacing the largest 20 % with the sample 80th

percentile. The mean is then calculated on this dataset.) Df is further reduced when the

query chosen is the median. This occurs because these are increasingly robust statistics.

Table 6 displays the amount of noise that must be added to these three different queries to

achieve k = 0.1.

Tables 7 and 8 replicate Tables 5 and 6, however, with data that was generated from a

multivariate t-distribution with the same mean and covariance structure as before. One

would expect data generated from a t-distribution to have more extreme values than data

generated from a similar normal distribution. This is, in fact, generally the case. One can

see this in the fact that values of Df in Table 7 are generally larger than the same values

from Table 5 due to the more extreme observations from the t-distribution. This leads to, in

cases where Df is larger, the need for more noise to be added to the released query as can

be seen by comparing Tables 6 and 8. There are some instance where less noise needs to be

added when the database is simulated from a t-distribution as opposed to a normal, but

these are all cases when the value of Df has decreased.

5.2 Increasing n

All the results from Tables 5 to 6 were based on a database with 100 observations and the

seven original variables. In this subsection, a database with 1,000 observations, consisting

of the first 100 from above aligned with an additional 900 observations, is considered.

Table 3 AUC risk for a single test as a function of k, the value of the non-centrality parameter of the v2

distribution

k 0 0.05 0.1 0.25 0.5 1 2

AUC 0.5 0.5098 0.5168 0.5395 0.5744 0.6342 0.7315

Table 4 AUC risk as a function of the number of released variables when k = 0.1 for all individual tests

p 1 2 3 4 5 6 7

AUC 0.5168 0.5246 0.5314 0.5361 0.5413 0.5464 0.5494

Health Serv Outcomes Res Method (2012) 12:141–155 151

123



Table 9 shows how the values of Df change for three different queries of interest, the

sample mean, the sample winsorized mean, and the sample median when n = 1,000. In

almost all of these cases the values of Df are smaller than their corresponding values of Df
from Table 5 where n = 100. The one notable exception is the median for CD8 in Table 9,

which gets larger when n moves to 1,000. This is simply due to the specific properties of

this specific realization of the data that was simulated. Table 10 displays the amount of

noise that must be added to these three different queries to achieve k = 0.1 when

n = 1,000.

While all the examples in this article are based on simulated databases, there are many

real world examples where this type of method would be useful. For instance, if a data

releasing organization wishes to publish summary statistics of many variables, the orga-

nization could use this measure of privacy to determine reasonable amounts of noise to add

to the released summary statistics that need to be protected in some way. Additionally, if

data are being released via an interactive database, the results of multiple different queries

performed multiple times each can be relatively easily combined to determine an overall

level of privacy for all queries together.

6 Conclusions and future work

Matthews et al. (2010a) proposes a measure for assessing the privacy of released summary

statistics with the addition of noise. The privacy measure is based on the receiver operating

Table 5 Comparing the values of Df for the mean, the 20 % winsorized mean, and the median when
n = 100 for data generated from a normal distribution

Age Gender Height Weight Race CD4 CD8

Mean 0.3152 0.0053 0.0701 1.0094 0.0054 6.9127 5.3308

20 % Winsorized mean 0.1552 0.0053 0.0326 0.5074 0.0054 2.9260 1.9974

Median 0.0878 0.0000 0.0065 0.4970 0.0000 1.3198 0.2203

Table 6 Comparing how much noise needs to be added to the mean versus the 20 % winsorized mean and
median to achieve k = 0.1 for all individual tests for data generated from a normal distribution

Age Gender Height Weight Race CD4 CD8

Mean 0.4969 0.0001 0.0246 5.0942 0.0001 238.9270 142.0892

20 % Winsorized mean 0.1204 0.0001 0.0053 1.2874 0.0001 42.8080 19.9482

Median 0.0385 0.0000 0.0002 1.2352 0.0000 8.7088 0.2426

Table 7 Comparing the values of Df for the mean, the 20 % winsorized mean, and the median when
n = 100 for data simulated from a t-distribution with five degrees of freedom

Age Gender Height Weight Race CD4 CD8

Mean 0.3887 0.0053 0.2214 1.2949 0.0056 10.0638 4.8131

20 % Winsorized mean 0.1639 0.0053 0.0540 0.6679 0.0056 4.5341 2.3808

Median 0.0850 0.0000 0.0934 0.4501 0.0000 1.4277 1.4717
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characteristic curve and the area under this curve is used as the measure. The AUC in this

privacy setting gives the probability of correctly classifying a test statistic as having been

generated by the null or alternative distributions. Large AUC values (near 1) indicate that

in the worst case (no added noise and Df is non-zero) the distribution of the test statistic

changes dramatically and can easily be correctly classified, whereas a small value of AUC

(near 0.5) indicates that, even in the worst case, the two distributions are difficult to

distinguish indicating high levels of privacy.

Examples were given in Matthews et al. (2010a) demonstrating the use of the proposed

privacy measure on univariate statistics with the addition of different types of noise. Here,

the privacy measure is extended to vectors of released statistics perturbed by normal noise.

The proposed measure of privacy is dependent of both the query of interest as well as the

specific database. However, this method can easily be made database independent by

following the definition of Df as given in Dwork (2006) and following the same steps.

In the context of our proposed privacy measure, privacy can be increased in two ways:

(1) increasing the noise added and (2) decreasing the value of Df : Privacy can easily be

increased by adding as much noise as is necessary to achieve any desired level of privacy,

however, as the noise added increases, the released data becomes decreasingly useful. The

other way to increase privacy is to make Df smaller (i.e. closer to 0). A good way to

accomplish this is to choose a more robust query such as the median or winsorized mean

rather than the overall sample mean of the data. Therefore, from a privacy perspective, we

recommend that data releasing organizations consider using robust alternatives to com-

monly queried statistics. Further, Df will often, but not always, get smaller as the sample

Table 8 Comparing how much noise needs to be added to the mean versus the 20 % winsorized mean and
median to achieve k = 0.1 for all individual tests for data simulated from a t-distribution with five degrees
of freedom

Age Gender Height Weight Race CD4 CD8

Mean 0.7554 0.0001 0.2452 8.3837 0.0002 506.4027 115.8276

20 % Winsorized mean 0.1344 0.0001 0.0146 2.2304 0.0002 102.7922 28.3412

Median 0.0361 0.0000 0.0436 1.0128 0.0000 10.1920 10.8289

Table 9 Comparing the values of Df for the mean and the median for n = 1,000

Age Gender Height Weight Race CD4 CD8

Mean 0.0339 0.0005 0.0081 0.1073 0.0005 0.8828 0.5323

20 % Winsorized mean 0.0125 0.0005 0.0056 0.0657 0.0005 0.5036 0.1915

Median 0.0085 0.0000 0.0113 0.0066 0.0000 0.1081 0.6611

Table 10 Comparing how much noise needs to be added to the mean versus the 20 % winsorized mean to
achieve k = 0.1 for all individual tests variance

Age Gender Height Weight Race CD4 CD8

Mean 0.0058 0.0000 0.0003 0.0576 0.0000 3.8969 1.4168

20 % Winsorized mean 0.0008 0.0000 0.0002 0.0216 0.0000 1.2679 0.1834

Median 0.0004 0.0000 0.0006 0.0002 0.0000 0.0585 2.1852
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size increases as demonstrate when n increased from 100 to 1,000 in the median of CD8 as

seen in Tables 5 and 9.

At this time, there are no universal standard for acceptable levels of privacy. This is true

for suppression and aggregation in tabular releases as well as for synthetic data. First, an

acceptable measure of privacy must be settled on, and second, there should be legal

standards put in place as to what is an acceptable amount of privacy, which should be

chosen as optimally as possible between the utility and risk extremes. However, this

question cannot be answered by statisticians alone; Public heath officials, legal experts, and

law and policy makers must be heavily involved in any debate where acceptable levels of

privacy are decided upon.

Future work includes applying this privacy measure to synthetic data. Currently, this

measure is only defined when the noise added is from a parametric family of distributions.

A non-parametric extension of this measure would be useful in handling situations where

synthetic data is created using non-parametric or semi-parametric techniques. However,

when one moves to semi- and non-parametric synthetic data techniques, one must worry

about both inferential and linkage disclosure at the same time, as some of the released data

could potentially be real data points at risk for a linkage attack.
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